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ABSTRACT 

The goal of this thesis is to describe, implement and evaluate class-based unification and matching 

algorithms for fully fuzzy proximity in Java. Fully fuzzy proximity relations define degrees of 

proximity between pairs of symbols which may have different arities. Given an input value 𝜆, two 

symbols can be unifiable if their degree of proximity is at least 𝜆 even if those symbols are not 

syntactically the same. Three rule-based algorithms were implemented: The algorithm 𝒰 can solve 

all proximity-based unification problems and the algorithm ℳ can solve proximity-based matching 

problems specifically, i.e. problems where all equations are matching equations. These algorithms 

transform one equation at each step. In addition, a third algorithm 𝒰ℳ was implemented that can 

solve all proximity-based unification problems – similar to 𝒰 – by modifying one of the rules from 

𝒰 allowing the transformation of multiple equations at once at the variable elimination step. Tests 

were implemented to compare the runtime performance of each of the three algorithms. The test 

results suggest that the third algorithm 𝒰ℳ is the most efficient.   
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1.  Introduction 

The goal of unification is to replace variables in order to make two terms equal. In syntactic 

unification, the two terms should be syntactically the same.  

Proximity-based unification allows to manage uncertain and imprecise information by introducing 

a proximity relation [8]. Proximity relations are binary fuzzy relations that are reflexive and 

symmetric, but not necessarily transitive. There are two different types of proximity relations: those 

that only allow symbols to be similar if they have the same arity (and one symbol’s 𝑖-th argument 

is mapped to the other symbol’s 𝑖-th argument), and those that do not have any restrictions on the 

arity and argument mapping of “similar” symbols, such as in [1]. These two types of problem are 

also called basic fuzzy and fully fuzzy proximity-based unification respectively. 

There are two different approaches when it comes to the proximity between two symbols: one is 

the block-based approach, and one is the class-based approach. In the block-based approach, a 

symbol is part of a so-called proximity-block. All symbols in that proximity-block are proximal (given 

a cutoff value 𝜆) and any symbol in the proximity-block is only considered proximal to these 

symbols. On the other hand, in the class-based appraoch, a symbol is considered proximal to all 

symbols (given a cutoff-value 𝜆) which have a degree of proximity of at least 𝜆. For example, let 

𝜆 = 0.8 and let the degrees of proximity between symbols be: 

deg(𝑠𝑦𝑚1, 𝑠𝑦𝑚2) = 0.9 

deg(𝑠𝑦𝑚1, 𝑠𝑦𝑚3) = 0.95 

deg(𝑠𝑦𝑚2, 𝑠𝑦𝑚3) = 0.2 

In this example, 𝑠𝑦𝑚1 can be in a proximity block with either 𝑠𝑦𝑚2 or 𝑠𝑦𝑚3. 𝑠𝑦𝑚2 and 𝑠𝑦𝑚3 are 

not proximal so they cannot be in the same proximity block. When solving a problem with the 

block-based approach, 𝑠𝑦𝑚1 can only ever be proximal to symbols from its proximity-block, i.e. if 

the proximity-block of 𝑠𝑦𝑚1 is chosen to be {𝑠𝑦𝑚1, 𝑠𝑦𝑚2} then 𝑠𝑦𝑚1 is never proximal to 𝑠𝑦𝑚3 

despite the degree of proximity being above 𝜆. Meanwhile, when solving a problem with the class-

based approach, 𝑠𝑦𝑚1 can be proximal to both 𝑠𝑦𝑚2 and 𝑠𝑦𝑚3.  

The program in this thesis is using the class-based approach to fully fuzzy proximity-based 

unification and matching. The algorithms presented in [7] are implemented in Java.  

Chapter 2 presents the definitions of terms, substitutions, proximity-based unification problems, 

etc. as well as selected implementation details. Chapter 4 presents the theoretical foundations of 

the three algorithms implemented (chapter 4.1) as well as the implementation details (chapter 4.2). 

Chapter 5 presents the test interface and the tests on which the algorithms were run as well as 

the results.  

2.  Preliminaries: Definitions and Implementation Details 

The following notions are needed for defining and solving proximity-based unification problems, 

regardless of the actual solving algorithm. Proximity equations consist of terms which can be either 

a variable or a non-variable term. A non-variable termin requires a function symbol. Proximity 

relations define the degrees of proximity between function symbols. The t-norm operation allows 

to “combine” degrees of proximity.  
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Because these notions are used by all algorithm, they were implemented first. Important details 

regarding the implementation of the notion are provided directly with the definition of the notion.  

2.1.  Function Symbols and Variables 

Definition: 

The set of function symbols is denoted as ℱ. Each symbol 𝑓 ∈ ℱ has a name and an arity 𝑛 ≥ 0. 

Function symbols with arity 0 represent constants. In this thesis, function symbols are denoted by 

the symbols 𝑓, 𝑔, ℎ and constants are denoted by the symbols 𝑎, 𝑏, 𝑐. 

Variables are symbols 𝑥 ∈ 𝒱. In this thesis, variables are denoted as 𝑥, 𝑦, 𝑧. 

Function symbols are implemented in the class FunctionSymbol. FunctionSymbol-objects are 

immutable, so all fields are declared as private final. A field hash for caching the hash code 

is used, to avoid having to repeatedly recompute the hash code. If the additional field for the hash 

code were omitted, the class could be implemented as a record class [4] which automatically 

implements the methods equals(Object object) and hashCode(). 

Two function symbols are considered equal if they have the same name and arity, which means 

there can be two different function symbols which have the same name, but a different arity. Those 

two symbols do not have any special relationship by default – any desired relationship must be 

specified in the proximity relation.  

The methods equals(Object object) and hashCode() from the class Object [4] are 

overridden. This allows for FunctionSymbol objects to be compared, without having to manage 

a symbol table while parsing the algorithm input.   

2.2.  Terms 

Definition: 

A term 𝑡 is either a variable 𝑥 ∈ 𝒱 or a non-variable term 𝑓(𝑡1, … , 𝑡𝑛) with 𝑓 ∈ ℱ. In this text, terms 

are denoted by the symbols 𝑠, 𝑟, 𝑡. 𝑡1, … , 𝑡𝑛 are called sub-terms of a term. The head of a term 𝑡 is: 

ℎ𝑒𝑎𝑑(𝑥) = 𝑥 

ℎ𝑒𝑎𝑑(𝑓(𝑡1, … , 𝑡𝑛) = 𝑓 

The set of variables occurring in a term 𝑡 at any depth is denoted 𝑣𝑎𝑟(𝑡). If 𝑣𝑎𝑟(𝑡) = ∅, i.e. if no 

variable occurs in a term, 𝑡 is a ground term.  

Terms can be merged with other terms. The merge-operation ⋒ is defined as [7]:  

▪ 𝑥 ⋒ 𝑡 = 𝑡 ⋒ 𝑥 = 𝑡 for any variable 𝑥 and term 𝑡.  

▪ 𝑓(𝑡1, … , 𝑡𝑛) ⋒ 𝑓(𝑠1, … , 𝑠𝑛) ≔ 𝑓(𝑡1 ⋒ 𝑠1, … , 𝑡𝑛 ⋒ 𝑠𝑛) if 𝑡𝑛 ⋒ 𝑠𝑛 is defined for each 𝑛. 

▪ In any other case, 𝑡 ⋒ 𝑠 is undefined. 

The implementation uses a sealed interface Term.  

public sealed interface Term permits Variable, Function 

According to [4], for a sealed class all its direct subclasses are known at declaration time, and no 

other direct subclasses are desired or required. The only implementations allowed – signified by 
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the keyword permits [4] – are the classes Variable and Function (for non-variable terms). A 

sealed interface is used, so that the structure  

if (object instanceof Variable) { ... } 

else { ... } 

can be used instead of 

if (object instanceof Variable) { ... } 

else if (object instanceof Function) { ... } 

else { throw Error(); } 

The interface Term defines a list of methods that must be overridden by Variable and Function: 

▪ Term substitute(Substitution theta), applies the substitution theta to the term 

▪ Term merge(Term other), merges the term with other, which is used during the Matching 

algorithm 

▪ List<Variable> getVariables(), returns the list of 𝑣𝑎𝑟(𝑡) of the instance 𝑡  

▪ boolean isGround() returns 𝑣𝑎𝑟(𝑡) == ∅ of the instance 𝑡 

In addition, the methods equals(Object object) and hashCode() are required to be overridden.  

Both classes – Variable and Term – are immutable and also have a field for caching the hash 

code. Both classes must be final because Term is sealed [4].  

2.2.1.  Variable Terms 

Definition: 

An anonymous variable is a variable without a name that does not occur in the original problem. 

equals(Object object) and hashCode() are overridden: Two variables are considered equal 

if they have the same name. Anonymous variables are named with integers. Therefore, non-

anonymous variables (variables in the input problem) may not be named with an integer.  

2.2.2.  Non-Variable Terms  

A method Term getTerm(int pos) provides the sub-term at the specified position in the list of 

sub-terms. The field terms is set to private, so that it is guaranteed, that the Function object 

and specifically the list of sub-terms is not modified.  

The substitute(𝜑)-method in a term 𝑡 returns 𝑡𝜑 or this if 𝑡𝜑 is equal to this. If 𝑣𝑎𝑟𝑠(𝑡) ∩

𝑘𝑒𝑦𝑠(𝜑) = ∅ (𝑘𝑒𝑦𝑠(𝜎) of a substitution 𝜎 is the set of all variables for which a mapping exists in 𝜎, 

i.e. the domain 𝑑𝑜𝑚(𝜎)) , the method returns this because the substitution application would not 

change the term. Otherwise, the subterms 𝑡1, … , 𝑡𝑛 are substituted. A changed-flag (initially set to 

false) is set to true if 𝑡𝑖𝜑 ≠ 𝑡𝑖. The check confirms reference-inequality – it is not necessary to 

call equals() which would have to recursively iterate through the entire term (note that the storing 

of hash codes does not eliminate the recursion because two objects having an equal hash code 

does not mean that the two objects are equal). After looping over the subterms, if changed is still 

set to false, this is returned, otherwise a new Function-object with the new subterms is created. 

The merge(s) method in a term t returns 𝑡 ⋒ 𝑠, this (or 𝑡) if 𝑡 ⋒ 𝑠 = 𝑡, s if 𝑡 ⋒ 𝑠 = 𝑠, or null if 

𝑡 ⋒ 𝑠 is undefined. Similarly to the substitute-method it uses two changed-flags – one for the sub-
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terms of 𝑡 and one for the sub-terms of 𝑠. This is done so that the algorithm does not create 

unnecessary duplicates, i.e. two object instances that represent the exact same term.  

The methods equals(Object obj) and hashCode() are overridden. Two non-variable terms are 

equal if they have the same function symbol and their list of sub-terms is identical.  

2.3.  Substitution 

Definition: 

A substitution is a mapping 𝒱 ↦ 𝒯 where 𝒯 is the set of terms, where all but finitely many variables 

are mapped to themselves. A substitution 𝜑 is written as a set 

{𝑥 ↦ 𝜑(𝑥) ∣ 𝑥 ≠ 𝜑(𝑥)} 

A substitution 𝜑 can be applied to a term 𝑡, written as 𝑡𝜑. When a substitution is applied to a term, 

each variable 𝑥 in 𝑡 is replaced by 𝜑(𝑥). A substitution composition is the composition of two 

mappings. Given two substitutions 𝜗 and 𝜑, the composition of 𝜑 with 𝜗 is written as 𝜗𝜑 and its 

set representation is defined as in [2]: 

𝜗𝜑 = { 𝑥 ↦ 𝜗(𝑥)𝜑 ∣∣ 𝑥 ∈ 𝑑𝑜𝑚(𝜗) } ∪ { 𝑥 ↦ 𝜑(𝑥) ∣∣ 𝑥 ∈ 𝑑𝑜𝑚(𝜑), 𝑥 ∉ 𝑑𝑜𝑚(𝜗) }\{𝑥 ↦ 𝑥 ∣ 𝑥 ∈ 𝑑𝑜𝑚(𝜑)}  

In this thesis, substitutions are denoted by the symbols 𝜎, 𝜑, 𝜗. 

Given a substitution 𝜑, a term 𝑡 can be substituted by 𝜑. The result is denoted as 𝑡𝜑. If 𝑡 is ground, 

then 𝑡 = 𝑡𝜎 for every 𝜎.  

Substitution composition is associative but not commutative [2]. The internal representation of a 

substitution is a Map, mapping from a Variable to a Term.  

2.4.  Proximity Relations 

Definition: 

A proximity relation ℛ on a set of function symbols ℱ is a mapping ℱ × ℱ ↦ [0,1] × A, where 𝐴 is 

the set of valid binary argument relations. Elements in ℛ are denoted as  

𝑓 ~𝛽
𝜌

 𝑔 

Such an element defines that 𝑓 is proximal to 𝑔 with degree 𝛽 ∈ [0,1] and the arguments of 𝑓 ∈ ℱ 

and 𝑔 ∈ ℱ should be related to each other according to 𝜌 ∈ 𝐴. 𝜌 is called an argument relation. 

The positions in 𝜌 are 1-indexed, i.e. the first argument of a function has index 1, the second index 

2, and so on. 

For example, one element in ℛ could look like this: 

𝑓 ~0.8
𝜌

 𝑔 

𝜌 = {(1,1), (1,2)} 

In this example 𝑓 has arity 1 and 𝑔 has arity 2. The relation {(1,1), (1,2)} means that the first 

argument in 𝑓 is related to the first argument in 𝑔 and that the first argument in 𝑓 is also related to 

the second argument in 𝑔.  
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If either 𝑓 or 𝑔 is a constant, 𝜌 = ∅.  

 

Definition [7]: 

An argument relation between 𝑓 and 𝑔 is left-total if all arguments in 𝑓 are connected to some 

argument in 𝑔.  

An argument relation is right-total if all arguments in 𝑔 are connected to some argument in 𝑓.  

An argument relation that is both left-total and right-total is called a correspondence.  

In addition, the following holds: 

𝑓 ~𝛼
𝜌

 𝑔 ∈ ℛ ⇔ 𝑔 ~𝛼
𝜌−1

 𝑓 ∈ ℛ 

where 𝜌−1 is the inverse of 𝜌.  

A function symbol is always considered to be proximal to itself with degree 1.0 and the identity 

argument relation 𝐼𝑑: 

𝑓 ~1.0
𝐼𝑑  𝑓 

The internal representation of a proximity relation in the program is a HashMap proximalSymbols. 

proximalSymbols maps a function symbol to another „inner“ map. This inner map maps a function 

symbol to a ProximityTuple object. The map represents a reflexive and anti-symmetric proximity 

relation because the symmetric entries are not stored. This representation as a HashMap allows 

for efficient lookup.  

The class provides two overloaded constructors. The first, required parameter is a list of 

ProximityTuple-objects. The second, optional parameter is the cutoff value 𝜆 which is set to 0.0 

if it is omitted.  

Given a value 𝜆, the object ProximityRelation only stores those entries where the degree of 

proximity is ≥ 𝜆.  

The class provides a method ProximityTuple getEntry(FunctionSymbol f, 

FunctionSymbol g). If f and g are equal a proximity tuple which is constant with respect to the 

arity of f is returned with degree 1.0 and 𝜌 = 𝐼𝑑. Otherwise, the value is retrieved from the map. 

When retrieving all proximal symbols (by calling the method List<ProximityTuple> 

getAllProximalSymbols), a field priority in each ProximityTuple object (representing 𝑓 ~ 𝑔) 

is set to the number of symbols that are proximal to 𝑔. This heuristic is used when sorting a list of 

proximity tuples. The idea is that more promising symbols should appear earlier in a list. Symbols 

that are proximal to more symbols are, hopefully, less likely to cause a contradiction further on in 

the algorithm. The sorting is done by using a TreeSet, which sorts its elements using the interface 

Comparable<X>. 

The ProximityTuple class represents a tuple of the form (𝑓, 𝑔, 𝜌, 𝛼) corresponding to 𝑓 ~𝛼
𝜌

 𝑔. 

Tuples are immutable and their hash codes are cached in a field. An instance also stores a 

priority-field which is used during sorting.  

To facilitate the sorting during ProximityRelation’s getAllProximalSymbols(f), the class 

ProximityTuple implements the interface Comparable<ProximityTuple> by overriding the 
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method int compareTo(ProximityTuple t). Tuples are sorted by degree of proximity 

(descending), then the priority-value (descending), then the arity of 𝑔 (ascending). If multiple 

symbols lead to a possible solution, one with a lower arity might generate fewer equations in case 

of decomposition.  

The class PositionTuple represents an entry in the argument relation. Internally, the positions 

are 0-indexed (i.e. the first argument has index 0, the second has index 1, and so on), and an 

error is thrown if either of the positions i < 0.  

2.5.  T-norms 

Definition (from [6]): 

The t-norm-operation ∧ is a binary function 

∧≔ [0,1] × [0,1] ↦ [0,1] 

which satisfies the following properties: 

𝑥 ∧ 𝑦 = 𝑦 ∧ 𝑥 (Commutativity) 

𝑥 ∧ (𝑦 ∧ 𝑧) = (𝑥 ∧ 𝑦) ∧ 𝑧 (Associativity) 

𝑦 ≤ 𝑧 ⇒ 𝑥 ∧ 𝑦 ≤ 𝑥 ∧ 𝑧 (Monotony) 

𝑥 ∧ 1 = 𝑥 (1 is the neutral element) 

We provide three variants of the t-norm, but others can be easily added. The t-norms already 

implemented are the minimum t-norm 𝑇𝑀, the product t-norm 𝑇𝑃 and the Lukasiewicz t-norm 𝑇𝐿 

[6].  

Definition: 

𝑇𝑀(𝑥, 𝑦) = 𝑥 ∧𝑀 𝑦 = min(𝑥, 𝑦) 

𝑇𝑃(𝑥, 𝑦) = 𝑥 ∧𝑃 𝑦 = 𝑥 ⋅ 𝑦 

𝑇𝐿(𝑥, 𝑦) = x ∧L y = max(𝑥 + 𝑦 − 1, 0) 

The interface TNormStrategy is a “functional interface”, meaning it has only one method and can 

be implemented both by using a class or a lambda expression [4]. 

@FunctionalInterface 

public interface TNormStrategy { 

    float compute(float a, float b) throws IllegalArgumentException; 

} 

This interface can be implemented by writing a class: 

public class TNormImpl implements TNormStrategy { 

    @Override public float compute(float a, float b) {...} 

} 

A custom t-norm passed as a parameter can also be created by using lambda expressions: 

public void example (TNormStrategy tnorm) { 

   ... tnorm.compute(x, y) ... 

} 
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example((a, b) -> ...);  

2.6.  Equation 

Definition: 

An approximate equation is a 4-tuple, written as 𝑡 ≃ℛ,𝜆 𝑠 which means that 𝑡 is proximal to 𝑠 with 

regard to the proximity relation ℛ and with a degree that is at least the cutoff value 𝜆: 

𝑡 ≃ℛ,𝜆 𝑠 ⇔ ℛ(𝑡, 𝑠) ≥ 𝜆 > 0 

We write 𝑡 ≃ℛ,𝜆
? 𝑠 to indicate that the equation is to be solved. Its solution is a substitution 𝜎 such 

that 𝑡𝜎 ≃ℛ,𝜆 𝑠𝜎 holds. The equation to be solved is called a matching equation if 𝑠 is ground. We 

write 𝑡 ≾ℛ,𝜆 
? 𝑠 for matching equations. In the notation, ℛ and 𝜆 can be omitted if it does not cause 

confusion (i.e. writing 𝑡 ≃? 𝑠 instead of 𝑡 ≃ℛ,𝜆
? 𝑠). 

Given a proximity relation ℛ𝑠 which is defined on the set of function symbols (see section 2.4), we 

can define a fuzzy binary relation ℛ on terms as follows: 

ℛ(𝑥, 𝑥) = 1 

ℛ(𝑓(𝑠1, … , 𝑠𝑛), 𝑔(𝑡1, … , 𝑡𝑛)) = 𝛼 ∧ ⋀ ℛ(𝑠𝑖 , 𝑡𝑗)
(𝑖,𝑗)∈𝜌

 if 𝑓 ~𝛼
𝜌

 𝑔 ∈ ℛ𝑠 

ℛ(𝑠, 𝑡) = 0 otherwise 

It can be proved that ℛ is a proximity relation on terms, i.e. ℛ(𝑡, 𝑡) = 1 and ℛ(𝑠, 𝑡) = ℛ(𝑡, 𝑠) for all 

terms 𝑡 and 𝑠. 

Definition: 

In this paper, the equation 𝑥 ≃ 𝑦 is called a variables-only equation if 𝑥 ≠ 𝑦. An equation 𝑥 ≃? 𝑓(… ) 

is called a “variable elimination equation”. Any other equation is called a “standard equation”. 

Similar to terms, substitutions can be applied to equations by applying the substitution to both 𝑡 

and 𝑠: 

{𝑡 ≃ 𝑠}𝜑 = 𝑡𝜑 ≃ 𝑠𝜑 

In a matching equation the following holds: 

{𝑡 ≾ 𝑠}𝜑 = 𝑡𝜑 ≾ 𝑠 = 𝑡𝜑 ≾ 𝑠𝜑 

The class Equation contains a field with the flag isVariablesOnly. The flag is set to true if both 

lhs and rhs are variables that are not equal. This last requirement is necessary, so that trivial 

equations (𝑥 ≃ 𝑥) – which behave differently compared to variable-only-equations – can  be 

separated from variable-only equations. 

Equation implements a method Equation substitute(Substitution phi) which computes 

the substitution of both rhs and lhs. If both substituted terms are identical (reference-equality) to 

the original terms, this is returned, otherwise a new Equation object with the substituted terms 

is created. The class Equation is immutable and also caches its hash code.  
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2.7.  Miscellaneous 

2.7.1.  Tuples 

The class Tuple<A, B> - which is used for the implementation of PositionTuple, ResultTuple, 

etc. – cannot be a record class because records are implicitly final which does prevent 

inheritance [4].  

2.7.2.  Parsing problems and proximity relations 

To generate a scanner and parser for problems and proximity relations, the compiler generator 

Coco/R was used [3]. The input for Coco/R is an EBNF grammar written in the form of a custom 

input language in a file with the file name extension „.atg“. The input contains different sections for 

characters (such as digits or letters), tokens (such as identifiers or numbers), and productions 

(more complex rules). Tokens can be defined using characters and productions can be defined 

using tokens.  

CHARACTERS 

    digit = "0123456789". 

    letter = "abcdefghijklmnopqrstuvwxyzABCDEFGHIJKLMNOPQRSTUVWXYZ". 

 

TOKENS 

    ident = letter {(letter | digit)}. 

    number = digit {digit}. 

The EBNF grammar for a problem is as follows: 

Problem = Equation {";" Equation}. 

Equation = Term "?=" Term. 

Term = ident ["(" [Term {"," Term}] ")"]. 

The EBNF grammar for a proximity relation is as follows: 

fl = number "." number. 

ProximityRelation = ProximityPair {";" ProximityPair}. 

ProximityPair = FunctionSymbol ":" FunctionSymbol "[" fl "]" "{" {ArgumentRelation} 

"}". 

FunctionSymbol = ident "=" number. 

ArgumentRelation = "(" number "," number ")". 

The generated files includes scanners and parser. Custom code was added to the parser to create 

the actual objects (Equations and ProximityRelation). The class Parser calls the parsers 

generated by Coco/R and creates an instance of type Algorithm. 

3.  Syntax for using the Web Interface 

The inputs to the web interface are to be written using the syntax described above. In the following, 

two examples each are given for how to formulate a list of equations (a problem), as well as how 

to formulate a proximity relation. Whitespaces in the input are ignored and can be used to visually 

structure the input.  
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The input syntax for problems is quite similar to the mathematical notation with two exceptions: 

the symbol ≃? is written as “?=” and constants (such as 𝑎, 𝑏, 𝑐) are accompanied by parentheses, 

e.g. “a()”, “b()”, etc. Equations are separated by a “;”. 

The problem {𝑥 ≃? 𝑔(𝑎, 𝑏); 𝑥 ≃? ℎ(𝑎, 𝑏)} would be written as: 

x ?= g(a(), b());  

x ?= h(a(), b()) 

The problem {𝑝(𝑥) ≃? 𝑞(𝑔(𝑢, 𝑦), ℎ(𝑧, 𝑢))} would be written as: 

p(x) ?= q(g(u, y), h(z, u)) 

The input for a proximity relation requires for each pair of proximal symbols: the two symbols 

including their arity, the degree of proximity and the argument relation. The degree of proximity is 

written in brackets. The argument relation is written in curly braces and each tuple in the argument 

relation is written in parentheses. It is important to note, that tuples in the argument relation are 

NOT separated by any character. Each entry in the proximity relation is separated by a “;”. 

The proximity relation {𝑎 ~0.1
∅  𝑏, 𝑓 ~0.9

𝐼𝑑  𝑔, 𝑓 ~0.9
{(1,2)(2,1)}

 ℎ, 𝑘 ~0.5
𝐼𝑑  𝑔, 𝑘 ~0.5

𝐼𝑑  ℎ} (with 𝑎 and 𝑏 being 

constants of arity 0 and 𝑓, 𝑔, ℎ, 𝑘 having arity 2) is written as 

a = 0 : b = 0 [0.1] {};  

f = 2 : g = 2 [0.9] {(1, 1) (2, 2)}; 

f = 2 : h = 2 [0.9] {(1, 2) (2, 1)}; 

k = 2 : g = 2 [0.5] {(1, 1) (2, 2)}; 

k = 2 : h = 2 [0.5] {(1, 1) (2, 2)} 

The proximity relation {𝑝 ~0.7
{(1,1),(1,2)}

 𝑞, 𝑓 ~0.6
{(1,1),(2,2),(3,1)}

 𝑔, 𝑓 ~0.5
{(1,2),(2,1),(3,2)}

 ℎ, 𝑏 ~0.4
∅  𝑐} is written 

as 

p = 1 : q = 2 : [0.7] {(1, 1) (1,2)}; 

f = 3 : g = 2 : [0.6] {(1, 1) (2, 2) (3, 1)}; 

f = 3 : h = 2 : [0.5] {(1, 2) (2, 1) (3, 2)}; 

b = 0 : c = 0 : [0.4] {} 

4.  Three algorithms for Unification and Matching: 𝓤, 𝓜, and 𝓤𝓜  

In this thesis, three algorithms for Unification and Matching were implemented. The algorithms 𝒰 

and ℳ are introduced and explained in detail in [7]. Both 𝒰 and ℳ are rule-based algorithms that 

transform unification configurations into new unification configurations. 

Definition: 

A Unification problem 𝑃 consists of a set of equations {𝑠1 ≃? 𝑡1, … , 𝑠𝑛 ≃? 𝑡𝑛} that are to be unified 

given a proximity relation ℛ and a cutoff value 𝜆. A pair (𝜎, 𝛼) is a solution or „unifier“ of such a 

problem, if 𝑠𝑖𝜎 ≃ℛ,𝜆 𝑡𝑖𝜎 for all 1 ≤ 𝑖 ≤ 𝑛. We call 𝛼 the approximation degree of 𝜎 for 𝑃 and denote 

it by deg(𝑃𝜎): 

deg(𝑃𝜎) = ℛ(𝑠𝑖𝜎, 𝑡𝑖𝜎) ∧ ⋯ ∧ ℛ(𝑠𝑛𝜎, 𝑡𝑛𝜎) = 𝛼 
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Note, that the algorithms and preliminaries described in [7] are using the minimum t-norm while 

the implementation in this paper allows all t-norms. The minimum t-norm has the property that 

𝑎 ∧ 𝑏 = min(𝑎, 𝑏) ≥ 𝑎 

𝑎 ∧ 𝑏 = min(𝑎, 𝑏) ≥ 𝑏 

Other t-norms do not (necessarily) have that property. For example, the product t-norm is 

guaranteed to break the property if neither 𝑎 nor 𝑏 is 1. 

This means that the product t-norm (and other t-norms) can lead to a „degrading“ of the degree of 

proximity.  

This also means that the input 𝜆 to the algorithm can mean different things. This implementation 

allows the user to set a flag 𝑓𝜆, defining how the value 𝜆 is used: 

Definition: 

The value 𝑓𝜆 defines the meaning of the value 𝜆 ∈ ]0,1] which is one of the inputs for each 

algorithm. If 𝑓𝜆 = 𝑐𝑢𝑡𝑜𝑓𝑓, the value 𝜆 is only used when querying the proximity relation ℛ. 

Whenever a proximal symbol needs to be chosen, only symbols with degree ≥ 𝜆 can be chosen. 

This definition allows for the t-norm to degrade the degree of proximity over time. 

If 𝑓𝜆 = 𝑜𝑣𝑒𝑟𝑎𝑙𝑙, then the value 𝜆 also defines a hard lower-bound for the degree of proximity of the 

overall problem. Any generated computed substitution must have a degree ≥ 𝜆, i.e. deg(𝑃𝜎) ≥ 𝜆. 

This does not allow for the t-norm to degrade the degree of proximity.  

Remember that if the t-norm is set to be the minimum t-norm, then a degrading of the degree is 

not possibly, and both choices for 𝑓𝜆 will lead to the same results.  

Definition: 

Matching problems are unification problems with the added property that each equation in 𝑃 must 

be a matching equation. A solution to a matching problems is called a „matcher“.  

4.1.  Definitions 

4.1.1.  The algorithm 𝓤  

The algorithm 𝒰 requires that ℛ is a correspondence relation. The algorithm works on triples called 

unification configurations and applies rules to those triples until a failure occurs or a solution is 

found. A configuration 𝑃; 𝜎; 𝛼 consists of the problem 𝑃 (set of equations to be unified), the 

substitution 𝜎 computed so far, and the degree 𝛼 computed so far. In the initial configuration we 

have 𝜎 = ∅ and 𝛼 = 1. The rules are applied until no rule application is possible. At that point only 

equations of the form {𝑥 ≃? 𝑦} where 𝑥 ≠ 𝑦 are in 𝑃 and (𝜎, 𝛼) is the solution of the final unification 

configuration. The variable-only configuration can then also be solved by finding a solution (𝜑, 𝛽) 

where 𝜑 unifies the variable-only-configuration with degree 𝛽. The final substitution of the initial 

problem is (𝜎𝜑, 𝛼 ∧ 𝛽). The implementation of this thesis computes the syntactic unifier of the 

variable-only-configuration, but other unifiers may exist. For an example, see the example for 

unification in [7]. 

The rules that can be applied to unification configurations are as follows [7]:  
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Rule „Trivial“: 

{𝑥 ≃? 𝑥} ⊎ 𝑃; 𝜎; 𝛼 ⇒ 𝑃; 𝜎; 𝛼 

Rule „Decomposition“ which can be applied if 𝑓 ~𝛽
𝜌

 𝑔 and 𝛽 ≥ 𝜆: 

{𝑓(𝑡1, … , 𝑡𝑛) ≃? 𝑔(𝑠1, … , 𝑠𝑚)} ⊎ 𝑃; 𝜎; 𝛼 ⇒ 𝑃 ∪ { 𝑡𝑖 ≃? 𝑠𝑗 ∣∣ (𝑖, 𝑗) ∈ 𝜌 } ; 𝜎; 𝛼 ∧ 𝛽 

Rule „Clash“ which can be applied if ℛ(𝑓, 𝑔) < 𝜆: 

{𝑓(𝑡1, … , 𝑡𝑛) ≃? 𝑔(𝑠1, … , 𝑠𝑚)} ⊎ 𝑃; 𝜎; 𝛼 ⇒⊥ 

Rule „Orient“ which can be applied if 𝑡 ∉ 𝒱: 

{𝑡 ≃? 𝑥} ⊎ 𝑃; 𝜎; 𝛼 ⇒ {𝑥 ≃? 𝑡} ∪ 𝑃; 𝜎; 

Rule „Occurrence Check“ which can be applied if there is an occurrence cycle: 

{𝑥 ≃? 𝑔(𝑠1, … , 𝑠𝑛)} ⊎ 𝑃; 𝜎; 𝛼 ⇒⊥ 

Definition: 

A problem {𝑥 ≃? 𝑠} ⊎ 𝑃 contains an occurrence cycle if there is a structure 

{(𝑥0, 𝑠0), (𝑥1, 𝑠1), … , (𝑥𝑛, 𝑠𝑛)} such that 

(𝐼) 𝑥0 = 𝑥 

(𝐼𝐼) 𝑠0 = 𝑠 

(𝐼𝐼𝐼) ∀ 0 ≤ 𝑖 ≤ 𝑛 .  (({𝑥𝑖 ≃? 𝑠𝑖} ∈ 𝑃) ∨ ({𝑠𝑖 ≃? 𝑥𝑖} ∈ 𝑃)) ∧ (𝑥𝑖+1 ∈ 𝑣𝑎𝑟(𝑠𝑖)) 

(𝐼𝑉) 𝑥𝑛+1 = 𝑥0 

Rule „Variable Elimination“ which can be applied if {𝑥 ≃? 𝑔(𝑠1, … , 𝑠𝑛)} ⊎ 𝑃 does not contain an 

occurrence cycle, 𝑓 ~𝛽
𝜌

 𝑔 and 𝛽 ≥ 𝜆: 

{𝑥 ≃? 𝑔(𝑠1, … , 𝑠𝑛)} ⊎ 𝑃; 𝜎; 𝛼 ⇒ {𝑣𝑖 ≃? 𝑠𝑗 ∣  (𝑖, 𝑗) ∈ 𝜌} ∪ 𝑃𝜗; 𝜎𝜗; 𝛼 ∧ 𝛽 

𝜗 = {𝑥 ↦ 𝑓(𝑣1, … , 𝑣𝑚)} where 𝑣1, … , 𝑣𝑚 are fresh anonymous variables 

4.1.2.  The algorithm 𝓜  

The algorithm ℳ works on triples 𝑀; 𝑆; 𝛼 known as matching configuration. 𝑀 is the set of 

equations, 𝑆 is the set of equations in solved form and 𝛼 is the computed degree of proximity. 

When no rule can be applied anymore, the solution can be computed using 𝑆: 

({ 𝑥 ↦ 𝑠 ∣ 𝑥 ≈ 𝑠 ∈ 𝑆 }, 𝛼)  

The rules that can be applied to matching configurations are as follows [7]: 

Rule „Decomposition“ which can be applied if 𝑓 ~𝛽
𝜌

 𝑔 and 𝛽 ≥ 𝜆: 

{𝑓(𝑡1, … , 𝑡𝑛) ≾? 𝑔(𝑠1, … , 𝑠𝑚)} ⊎ 𝑀; 𝑆; 𝛼 ⇒ { 𝑡𝑖 ≾? 𝑠𝑗 ∣∣ (𝑖, 𝑗) ∈ 𝜌 }  ∪ 𝑀; 𝑆; 𝛼 ∧ 𝛽 

Rule „Clash“ which can be applied if ℛ(𝑓, 𝑔) < 𝜆: 

𝑓(𝑡1, … , 𝑡𝑛) ≾? 𝑔(𝑠1, … , 𝑠𝑚)} ⊎ 𝑀; 𝑆; 𝛼 ⇒⊥ 
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Rule „Variable Elimination“: 

{𝑥 ≾? 𝑠} ⊎ 𝑀; 𝑆; 𝛼 ⇒ 𝑀; {𝑥 ≈ 𝑡} ∪ 𝑆; 𝛼 ∧ 𝛽 

𝑡 ∈ 𝑝𝑐(𝑠) and ℛ(𝑡, 𝑠) = 𝛽 ≥ 𝜆 

where 𝑝𝑐(𝑠) is the proximity class of 𝑠, defined as follows: 

𝑝𝑐(𝑥) ≔ {𝑥} 

𝑝𝑐(𝑔(𝑠1, … , 𝑠𝑚)) ≔ { 𝑓(𝑡1, … , 𝑡𝑛) ∣∣ 𝑔 ~𝛽
𝜌

 𝑓 where 𝛽 ≥ 𝜆 } 𝑡𝑗 ∈ 𝑝𝑐(𝑠𝑖) if (𝑖, 𝑗) ∈ 𝜌 

𝑡𝑗 = 𝑣 where 𝑣 is fresh 𝑖𝑓 (𝑖, 𝑗) ∉ 𝜌 

 Rule „Merging“ which can be applied if 𝑡 ⋒ 𝑠 is defined: 

𝑀; {𝑥 ≈ 𝑡, 𝑥 ≈ 𝑠} ⊎ 𝑆; 𝛼 ⇒ 𝑀; {𝑥 ≈ 𝑡 ⋒ 𝑠} ∪ 𝑆; 𝛼 

Rule „Inconsistency“ which can be applied if 𝑡 ⋒ 𝑠 is undefined: 

𝑀; {𝑥 ≈ 𝑡, 𝑥 ≈ 𝑠} ⊎ 𝑆; 𝛼 ⇒⊥ 

4.1.3.  The algorithm 𝓤𝓜  

Definition: 

The set of symbols proximal to a certain function symbol 𝑓, given a proximity relation ℛ and a 

cutoff-value 𝜆 is defined as 

𝑝𝑠ℛ,𝜆(𝑓) = { 𝑔 ∣∣ 𝑓 ~𝛽
𝜌

 𝑔 ∈ ℛ where 𝛽 ≥ 𝜆 } 

The set 𝕊(𝑔1, … , 𝑔𝑘) is defined as follows: 

𝕊 = ⋂ 𝑝𝑠(𝑔𝑘)

𝑘

 

The algorithm 𝒰ℳ proposed in this thesis can solve both unification and matching problems. 𝒰ℳ 

is based on 𝒰 with a modified „Variable Elimination“ rule. 

Definition: 

Rule „Multi-Equation Variable Elimination“ which can be applied if there is no occurrence cycle 

starting from any of the equations in 𝑷′: 

𝑃′ = {𝑥 ≃? 𝑔1 (𝑠11
, … , 𝑠1𝑛1

) , … , 𝑥 ≃? 𝑔𝑘 (𝑠𝑘1
, … , 𝑠𝑘𝑛𝑘

)} 

𝑃′ ⊎ 𝑃; 𝜎; 𝛼 ⇒ ⋃ { 𝑣𝑖 ≃? 𝑠𝑘𝑗 ∣∣ (𝑖, 𝑗) ∈ 𝜌𝑘 }

𝑘

∪ 𝑃𝜗; 𝜎𝜗; 𝛼 ∧ ⋀ 𝛽𝑘

𝑘

 

 𝜗 = {𝑥 ↦ 𝑓(𝑣1, … , 𝑣𝑚)} 

The following must hold regarding 𝑓: 

∀𝑘 . 𝑓 ~𝛽𝑘

𝜌𝑘  𝑔𝑘 

𝑓 ∈ 𝕊(𝑔1, … , 𝑔𝑘) 

𝕊 might contain multiple symbols, so branching still occurs during this rule application.  

Replacing the „Variable Elimination“ rule in 𝒰 with the „Multi-Equation Variable Elimination“ from 

𝒰ℳ allows pruning function symbols that can never lead to a solution.  
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If we instead applied the „Variable Elimination“ rule to only one equation, e.g. 𝑥 ≃? 𝑔1(… ) (instead 

of applying the proposed new rule), branching occurs for all symbols in 𝑝𝑠(𝑔1). A symbol occurring 

in 𝑝𝑠(𝑔1) but not occurring in 𝕊, can never lead to a solution. This means that the use of the “Multi-

Equation Variable Elimination” rule does not prune branches that would actually lead to a solution.  

Consider this example using the „Variable Elimination“ rule from 𝒰 which is applied to the equation 

that is underlined: 

{𝑥 ≃? 𝑔1 (𝑠11
, … , 𝑠1𝑛1

) , … , 𝑥 ≃? 𝑔𝑘 (𝑠𝑘1
, … , 𝑠𝑘𝑛𝑘

)} ; 𝜎; 𝛼   with 𝜗 = {𝑥 ↦ 𝑓(𝑣1)} and 𝑓 ∈ 𝑝𝑠(𝑔1) 

⇒ {𝑓(𝑣1) ≃? 𝑔2 (𝑠21
, … , 𝑠2(𝑛2)

) , … , 𝑓(𝑣1) ≃? 𝑔𝑘 (𝑠𝑘1
, … , 𝑠𝑘𝑛𝑘

)} ∪ {𝑣1 ≃? 𝑠11
, … , 𝑣1 ≃? 𝑠1𝑛1

}  

Now consider that 𝑓 ∉ 𝕊, i.e. 𝑓 is not proximal to at least one 𝑔𝑘. Let’s call this symbol 𝑔ℎ: 

𝑓 ∉ 𝑝𝑠(𝑔ℎ) ⇒ 𝑓 ∉ 𝕊(𝑔1, … , 𝑔ℎ , … , , 𝑔𝑘) 

At this point, let’s only look at the equation containing 𝑔ℎ. Its right-hand-side was already 

substituted: 

{𝑓(𝑣1) ≃? 𝑔ℎ (𝑠ℎ1
, … , 𝑠ℎ𝑛ℎ

)} 

Because 𝑓 ∉ 𝑝𝑠(𝑔ℎ) ⇔ ℛ(𝑓, 𝑔ℎ) < 𝜆 ⇔ 𝑓 ≁ 𝑔ℎ, the „Decomposition“ rule cannot be applied and 

a „Clash“ occurs.  

4.2.  Implementation 

Each of the three algorithms can be called with a 𝜆. In case the user inputs 𝜆 = 0, 𝜆 is internally 

set to the smallest possible Float value in Java, which is Float.MIN_VALUE [4]. The 

implementations for 𝒰 and ℳ compute the first found solution (or return with failure if no solution 

can be found). The implementation for 𝒰ℳ can be called with a maximum number 𝑛 of solutions, 

computing the first 𝑛 solutions (or until all branches have been searched). The algorithms 𝒰 and 

ℳ are deliberately implemented very closely to the description in [7] so that they can serve as a 

baseline for testing. 

4.2.1.  abstract class algorithms.Algorithm 

This abstract class provides a template for two parts of the implementation: the user or calling 

environment which uses the algorithm, and the algorithm itself.  

All implemented algorithms inherit from this class. It contains a field for the t-norm used, the cutoff 

value 𝜆 and 𝑓𝜆 (defining how 𝜆 is used). It also contains fields for the list of results (which is empty 

if the problem has no solution), and the number of rule application (steps) which is needed during 

testing. It also has two PrintStreams. out1 contains all outputs for the problem and the computed 

solutions, while out2 contains the outputs for each single rule application. The default print 

streams are System.out. The method printOutput() returns a flag that decides if anything is 

printed at all, i.e. if printf() is called at all. This is used because the current implementation 

(using calls to printf()) is highly inefficient. The main use of the outputs is for debugging 

purposes. When testing for efficiency, the outputs should be turned off as they would take over 

most of the computation time. The provided implementation of printOutput() in the library 
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always returns false, so no calls to printf() are made. The implementation of the web interface 

returns true. The class also defines a method abstract ResultTuple solve(float lambda). 

That method must be overridden and contains the algorithm.  

The class also contains two fields for the initial problem and proximity relation ℛ. The class 

provides a method ResultTuple getVOCUnifier(Set<Equation> voc) which computes the 

syntactic unifier of the provided variable-only-equations.  

getVOCUnifier(equations) 

 𝜑 := ∅ 

 while equations.containsElements() 

  equation := equations.getAndRemove() 

  equation := equation.substitute(𝜑) 

  𝜑 := 𝜑{equation.lhs ↦ equation.rhs} // substitution application 

  

 return (𝜑, 1.0) 

To implement a timeout (e.g. for testing), the algorithm must run in a thread. When the time has 

run out, the thread is interrupted by setting an interrupt-flag. The algorithms use the following 

method to check if an interrupt occurs, and if so, stops the computation. The method 

checkForInterrupt() throws the custom RuntimeInterruptedException. The built-in 

InterruptedException extends Exception which makes it a checked exception [4] which 

means it must be either caught or declared in the method interface. We decided to extend the 

(unchecked [4]) RuntimeException instead. A RuntimeException is needed because in the 

implementation of 𝑝𝑐(𝑡) of ℳ, streams and lambda expressions are used and “a lambda 

expression can throw no exception classes” [4]. One could catch the exception and restore the 

interrupted flag instead of rethrowing the exception, but another advantage of using an unchecked 

exception, such as runtime exceptions, here is that no code needs to be added at each interrupt 

check to handle the rethrowing of the exception. Instead, the exception is silently thrown up to the 

caller who needs to handle the exception. 

4.2.2.  𝓤 – class  algorithms.Unification 

The class Unification creates a unification configuration and solves it. If the result was not 

FAILURE, then the unifier of the variable-only-configuration is computed and from this the overall 

substitution and its approximation degree are returned in a ResultTuple object. The constructor 

checks if the proximity relation is a correspondence if and only if at least one of the equations is 

not a matching equation. 

A unification configuration is represented by a UnificationTriple object. Such an object 

contains fields for the problem 𝑃, the substitution 𝜎 and the approximation degree 𝛼 as well as a 

reference to the underlying Unification object (which contains the value 𝜆, the t-norm, and 

needed methods), the current depth, and the next free id for a fresh (anonymous) variable. The 

initial configuration created in Unification has depth 0 and the nextVarId is set to 0.  

Each call to applyRule() creates a new unification configuration (UnificationTriple). If that 

configuration is null, then no rule could be applied, or the failure configuration was reached and 

the problem is unsolvable. If that returned configuration is identical to the one before, only variable-

only-equations are left. Otherwise, a new configuration was created to which another rule might 



 

 

September 30, 2026 k51904782  19/35 

be applied. The method applyRule() redirects the program to a specific method for each rule 

defined in [7]. Each of those methods recreates the entire unification configuration, including the 

set of problems (which might be very large). This is very inefficient. The only method where this is 

actually necessary is the method for the variable elimination rule, where the unification 

configuration needs to be stored to allow branching. 

The method variableElimination() tries all possible proximal symbols, creates a new 

configuration, and recursively calls the solve() method. If that call returns a valid result, the 

algorithm immediately stops and returns that result, otherwise the next symbol is tried. This means 

that only the first solution is computed if there is one.  

The occurrence cycle detection works by first building an occurrence graph. The occurrence graph 

is stored as a map, mapping from variables to a set of other variables. All equations are iterated 

and if either of the two terms in an equation 𝑠 ≃? 𝑡 is a variable 𝑥, then the map is updated with an 

entry linking 𝑥 to the variables occurring on the other side of the equation. Breadth-First Search 

with a visited-set is used to detect the occurrence cycles in this graph.  

4.2.3.  𝓜 – class  algorithms.Matching 

The two classes for the matching algorithm – Matching and MatchingTriple – are very similar 

in structure to the classes for the unification algorithm. The constructor in the class Matching 

checks if each equation is a matching equation, i.e. if its right-hand-side is ground. After the 

method solve is called on the initial configuration and the final configuration is received, the result 

is immediately available by querying the solved set.  

The class MatchingTriple contains a method called addToS(equation). It adds an equation to 

the solved set and returns false if an inconsistency occurred or true otherwise. The elements of 

𝑝𝑐(𝑡) are computed on-demand by using Java Streams. The stream of proximal terms (computed 

by getProximityClass(term)) is iterated until one proximal term is found where the recursive 

call to solve() returns success. If none is found, failure is returned.  

The method getProximityClass(t) returns a stream of Tuple<Term, 

AtomicReference<Float>>. Such a tuple represents a term 𝑠 proximal to t and the degree of 

proximity between 𝑠 and t. An AtomicReference is used so that it can be manipulated inside 

lambda expressions. According to the Java Language Specification [4] „Any local variable, formal 

parameter [...] used but not declared in a lambda expression must be final or effectively final“. 

Instead of redeclaring final duplicates of the parameter inside the lambdas, I decided to use an 

atomic reference which is final. Streams are used so that each term 𝑠 is only computed when it is 

actually needed.  

The method getProximalArgumentList(position, arity, f, argumentRelation, 

prevArguments, prevDegree) returns a stream of tuples. The tuples contains a list of terms 

(representing an argument list for a newly created term) and the degree of proximity of that list of 

terms to the list of sub-terms in f.  

The algorithm for generating 𝑝𝑐(𝑡) encounters two problems that occur with specific argument 

relations. One of these problems is the generation of duplicates. For example, consider computing 

𝑝𝑐(𝑓(𝑎, 𝑏)). Let 𝑔 be proximal to 𝑓 with the argument relation 𝜌 = {(1, 1), (2,1)} (𝑔 has arity 1), i.e. 
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𝑓 ~𝛼
𝜌

 𝑔. Let both 𝑎 and 𝑏 be proximal to a constant 𝑐. Then the term 𝑔(𝑐) ∈ 𝑝𝑐(𝑓(𝑎, 𝑏)) is generated 

twice, once from the proximity between 𝑎 and 𝑐 and once from the proximity between 𝑏 and 𝑐. 

In this example, the generation of duplicates is a necessary by-product of finding a proximal 

solution – 𝑐 has to be proximal to both 𝑎 and 𝑏 and must be generated from both sub-terms so 

that the term 𝑔(𝑐) is proximal to 𝑓(𝑎, 𝑏) given the argument relation. If no duplicates are generated 

in this case, then the algorithm would return an invalid result, i.e. a term 𝑠 that is not in fact proximal 

to the input term 𝑡.  

The second problem is the generation of terms that do not lead to solutions, which is related to 

blind generate-and-test. Consider the above example with the same input (𝑓(𝑎, 𝑏)), and the same 

argument relation 𝜌 between 𝑓 and 𝑔. In addition, the symbol 𝑎 is proximal to the symbol 𝑐, and 

the symbol 𝑏 (instead of also being proximal to 𝑐) is proximal to the symbol 𝑑. Both terms 𝑔(𝑐) 

and 𝑔(𝑑) would be generated given the algorithm but neither would be proximal to 𝑓(𝑎, 𝑏) given 

𝜌: 

{𝑓(𝑎, 𝑏) ≃? 𝑔(𝑐)} ⇒𝐷𝑒𝑐 

{𝑎 ≃? 𝑐; 𝑏 ≃? 𝑐} ⇒𝐷𝑒𝑐 

{𝑏 ≃? 𝑐} ⇒⊥ 

Given these two problems, in order to avoid duplicates the Java implementation manages a set of 

seen terms when generating a sub-term for an argument list. If a term is generated that is already 

in the list, the t-norm of their respective degrees is computed, stored, and returned. Duplicates still 

use up computation time, but they are removed before returning the result to the caller. To confirm 

that a term generated is indeed proximal to the original one, the proximity between the two terms 

is recomputed and confirmed during the variable elimination step when querying 𝑝𝑐(𝑡). If a term 

is not in fact proximal, it is discarded. This also does consume unnecessary computation time.  

4.2.4.  class preliminaries.Problem 

This class is only used by the algorithm 𝒰ℳ and was implemented with the goal to test if the 

occurrence-cycle detection and equation-management could be handled more efficiently.  

The class Problem represents a set of equations. There are three fields for the three types of 

equations, as well as a field containing an occurrence graph. The occurrence graph is computed 

continuously with the managed equations and is not computed on-demand. The three types of 

equations are variable-only-equations (𝑥 ≃? 𝑦 where 𝑥 ≠ 𝑦), variable-elimination-equations 

(𝑥 ≃? 𝑓(… )), and other equations (called „standard equations“). The variable elimination equations 

are stored in a map, mapping from the variable to the set of equations with that variable. The other 

two equation-types are stored in sets.  

There are two constructors available. One constructs a Problem object from a set of equations by 

adding them all to the problem.  

The other constructor takes a Problem object problem, a substitution sigma and a set of 

equations. The new problem contains all the equations from equations, as well as all the 

equations in the problem substituted by sigma.  

The function addEquation(equation) adds the equation to the respective set. If the equation is 

variables-only or a variable elimination equation, the occurrence graph is updated. The occurrence 
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graph is a map, mapping from variables (appearing on one side of an equation) to the variables 

from the other side of the equation.  

The function removeEquation(equation) removes the equation from its respective set. Instead 

of updating the occurrence graph, a global flag changed (initially set to false) is set to true. After 

variable-only equations or variable elimination equations are removed, the occurrence graph is no 

longer valid. The flag is only set to true if the removed equation is variable-only or a variable-

elimination equation.  

There are getter-methods for getting an equation from either of the three sets. The getter for the 

variable-elimination equation returns a Map.Entry with the variable and the set of equations 

instead of a single equation. This method also does the occurrence cycle detection. At this point, 

if the flag changed is set to true an UnsupportedOperationException is thrown because the 

occurrence graph is no longer valid (this should not occur during normal use if the library is 

implemented correctly). Otherwise, the method hasOccurrenceCycle(block) is called on the set 

of equations centred around one variable (block). In addition, this getter for variable elimination 

equations immediately removes all the equations from the problem while the other two getters do 

not remove the (single) equation that they return. 

The method hasOccurrenceCycle performs BFS with a visited-set on the occurrence graph.  

4.2.5.  𝓤𝓜 – class UnificationMatching 

The constructor checks if the problem is a matching problem and if it not, checks if the proximity 

relation is a correspondence. If neither is the case, then an exception is thrown.  

There are three overloaded solve methods. The first has the same signature as the method 

defined in the abstract class Algorithm. It takes a cutoff value 𝜆 as a parameter and calls the 

second implementation of solve() with 𝜆 and a requested number of solutions. This is done 

because the signature provided in Algorithm is defining the logic provided by all three algorithms. 

Because the other two algorithms only compute one solution, it must be able to call 𝒰ℳ without 

specifying the number of solutions (expecting one).  

If the list of results is empty, then FAILURE is returned, otherwise the first solution is returned. Note 

that each instance extending Algorithm stores a list of solutions in a field. But the solve method 

also returns one solution. If there is more than one solution in the list of solutions, the solve 

method returns the first. In the case of 𝒰 and ℳ that is the one and only solution computed. The 

calling environment can access a solution both by accessing the list of solutions in Algorithm, as 

well as by using the return value of the solve method.  

The second solve method takes a cutoff value 𝜆 and a requested number of solutions. The 

method does not have a return type. The solutions are stored in the global list of solutions instead. 

If 𝜆 is initially 0 it is set to the smallest non-zero float value instead. (Note, that this is a specific 

case since 𝜆 = 0 means to look for solutions with strictly positive degrees, while for 𝜆 > 0 we look 

for solutions whose degree is at least 𝜆.) The number of solutions requested is stored in a global 

field in UnificationMatching. Then the third implementation of the solve method is called.  

The third solve method is recursive, has no return type, and is private. It takes a Problem 

instance, a Substitution instance, a value 𝛼, a next free variable id, and a depth. The next free 
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variable id and the depth are initially set to 0 and -1 respectively. The following pseudocode shows 

the third implementation of the solve method in UnificationMatching. 

 

solve(P, 𝜎, 𝛼, nextVarId) 

// iterate over “standard equations” until there are none left 

// no recursive calls here 

while P.filterStandardEq().containsElements() 

equation := P.getStandardEq() 

P.remove(equation) 

 

if equation.isTrivial() // 𝑥 ≃? 𝑦 where 𝑥 ≠ 𝑦 

 // do nothing, equation already removed 

 

if equation.isDecompositionClash() // 𝑓(𝑠1, … , 𝑠𝑛) ≃? 𝑔(𝑡1, … , 𝑡𝑚) 

  if 𝑓 ~𝛽
𝜌

 𝑔 AND 𝛽 ≥ 𝜆 

   𝜌.foreach((i,j) -> P.add(𝑠𝑖, 𝑡𝑗)) 

   𝛼 := 𝛼 ∧ 𝛽 

  else return // Clash 

 

 if equation.isDisoriented() // 𝑓(… ) ≃? 𝑥 

  P.add(𝑥, 𝑓(… )) 

 

 if lambdaMode == overall AND 𝛼 < 𝜆 

  return 

 

// there are no “standard” equations left 

// choose one block of variable elimination equations 

// recurse after eliminating one block 

 if P.variableEliminationEq.containsElements() 

  // Get all equations where the left-hand-side is the same variable 

  // If there are multiple blocks (centered around different variables),  

  // one is chosen randomly  

  try  

   Set equations := P.getVariableEliminationEqs() 

  catch OccurrenceCycleDetected 

   return  

   

  List fFunc := equations.map(eq -> eq.rhs) 

  𝑓0, … , 𝑓𝑛−1 := fFunc.map(f -> f.head) 
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  proximalSymbols := 𝕊(𝑓0, … , 𝑓𝑛−1) 

 

 

  foreach 𝑔 in proximalSymbols // 𝑔 ~𝛽𝑖

𝜌𝑖   𝑓𝑖 

  | 𝛼𝑛𝑒𝑤 := 𝛼 

  | List gFunc := range(0, 𝑔.arity).map(d -> freshVariable(nextVarId_new + d))  

  | nextVarId_new := nextVarId + 𝑔.arity 

  | List newEquations := [] 

  | foreach (e, i) in equations // tuple: equation + index 

  |  𝜌𝑖.foreach((j, k) -> newEquations.add(gFunc[j], e.rhs.getTerm(k)) 

  |  𝛼𝑛𝑒𝑤 := 𝛼𝑛𝑒𝑤 ∧ 𝛽𝑖 

   | 𝜗 := {𝑥 ↦ 𝑔(𝑔𝐹𝑢𝑛𝑐)} 

  | 𝜑 := 𝜎𝜗 

  | newP := new Problem(P, 𝜑, newEquations) // constructor call  

  | solve(newP, 𝜑, 𝛼𝑛𝑒𝑤, nextVarId_new) 

  | if (results.size >= wantedResults) return 

  return failure 

 

 // there are only variable-only-equations left 

 if P.variableOnlyEq.containsElements() 

  𝜑 := syntacticUnifier(P.variableOnlyEq) 

  𝜎 := 𝜎𝜑 

  𝛼 := 𝛼 ∧ deg(𝜑) // deg(𝜑) is 1 because the unifier is syntactic,  

 

 𝜎.removeAnonymousMappings() // mappings of the form 𝑣𝑖 ↦ ⋯ where 𝑣𝑖 is anonymous 

 results.add(𝜎, 𝛼) 

The method proximalSymbols(equations) computes the intersection 𝕊(… ) of proximal 

symbols.  The returned list is sorted by descending degree of proximity.  

5.  Performance and Tests 

5.1.  Interface TestSuite.java 

The interface TestSuite provides a template for all the tests. It contains one method that always 

has to be overridden, that is the method Algorithm generateProblem(). It returns a problem 

created by instantiating one of the algorithms extending the abstract class Algorithm.  

There are a few other methods that have a default implementation, which might need to be 

overridden in a test implementation: 
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▪ OutputMode outputMode() returns either OutputMode.FILE if the outputs of the algorithm 

should be written to a log-file, OutputMode.CONSOLE if the outputs should be written to 

System.out, or OutputMode.NONE if no output should be printed anywhere. This only 

concerns the outputs created during the algorithm – outputs created during testing are always 

written to the console (System.out).  

▪ int timeoutDuration() returns the time to wait for the algorithm to finish until a timeout 

occurs. The value is in seconds. The default value is 10 seconds. 

▪ String outputBeforeTest() returns the string that should be printed at the start of a test. 

The default output is „Testing ...“ with the name of the test class.  

▪ String outputAfterTest() returns the string that should be printed at the end of a test. The 

default output is the „  “ icon to signify that the test has finished without errors.  

▪ boolean printNumberOfTimeouts() returns true if the number of timeouts in a run should 

be printed to System.out. The default value is true.  

▪ boolean printNumberOfSteps() returns true if the number of steps in a run should be 

printed to System.out. The default value is true. The number of steps are the number of rule 

applications.  

▪ boolean printAverageDuration() returns true if the average duration of one run should 

be printed to System.out. The default value is true 

▪ Boolean expectedOutcome() returns true if the expected outcome of the algorithm is that 

there is a solution, false if the expected outcome is that no solution can be found or null if 

the outcome is unknown. Boolean is used instead of boolean to also allow the null value. 

The default value is null.  

▪ List<Class<? extends Algorithm>> testClasses() returns the list of algorithms which 

should run the problem. The default value includes all three algorithms: 𝒰ℳ 

(UnificationMatching.class), 𝒰 (Unification.class), and ℳ (Matching.class).  

▪ TNormStrategy tnorm() returns the t-norm used. The default value is the minimum t-norm.  

The method PrintStream createPrintStream() with an optional parameter for the postfix of 

the filename returns a print stream. The method outputMode() is called, and depending on the 

return value, a stream is created. In the case of OutputMode.CONSOLE, the stream System.out 

is returned. In case of OutputMode.NONE a new OutputStream.nullOutputStream() is created. 

In case of OutputMode.FILE a new file is created with the current time (in ns), the name of the 

test class, and the optional postfix.  

The method double[] test(n, lambda) handles the results of each test. If n is > 1, then the 

following is repeated in a loop and the overall duration, number of timeouts and number of steps 

is recorded: First, by calling generateProblem(), an Algorithm instance is created. Then, for 

each algorithm defined in testClasses() a new instance of that specific algorithm is created with 

the generated problem and proximity relation. Then t-norm and print streams are set to the correct 

value in each problem, each algorithm in testClasses() is tested and the results are stored in 

local arrays. For running the actual test, the method oneTest() is called. After all tests have run, 

the results are compared to make sure that all the algorithms return the same result on the same 

problem (if there is a result, i.e. if the algorithm did not timeout or run out of space). If there are 

any discrepancies, a RuntimeException is thrown. Finally, depending on the values set in some 

of the method explained above, the results are printed to the console.  
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The method long oneTest(algorithm, lambda) creates a new thread in which the algorithm 

is run. This is done so that the timeout can be implemented. When the time has run out, the 

interrupted flag in the thread is set, the algorithms recognize this (during checkForInterrupt() 

in Algorithm) and throw a RuntimeInterruptedException. In this thread, several types of 

exceptions can occur. Some exceptions signify that the algorithm did not find a solution, such as 

memory overflows or exceptions relating to timeouts. These do not imply any problems with the 

algorithm, merely that the problem was too large. On the other hand, there also may occur 

exceptions due to bugs in the code – those are passed on and rethrown.  

If the algorithm provided a result (i.e. it does return either a substitution or a result signifying 

failure), that result is compared to the expected outcome (if there is one). If they are not the same, 

a RuntimeException is thrown. Then, if the result contains a substitution (i.e. the algorithm 

returned a solution that does solve the problem, compared to the algorithm returning failure), the 

substitution is applied to the initial problem and the solution is verified. The actual degree of 

proximity is also compared to the degree provided by the algorithm’s result. This last step is 

repeated for all results. If discrepancies are detected, a RuntimeException is thrown.  

The interface also provides several methods that create (random) aspects of problems and 

proximity relations. These typically do not need to be overridden and can be used for creating 

tests. Some of these methods contain two versions – one version that takes an initial list as a base 

to which the computed elements are added and another version that creates a new list. This is 

useful, for example when creating a large proximity relation in steps. In that case the already 

existing parts do not need to be re-iterated when another part is added.  

5.2.  Creating Matlab programs for Visualization 

The abstract class Figure and its implementation StandardFigure provide a straightforward way 

to create a Matlab program that visualizes the runtime of different algorithms. It creates a figure 

with one graph per algorithm tested.  

5.3.  Settings during Testing 

The method outputMode() in TestSuite always returns OutputMode.NONE. The method 

printOutput() in Algorithm always returns false. The first implementation of the solve()-

method in UnificationMatching (which calls the second implementation with a fixed number of 

solutions) is set to request 1 solution. These settings reduce printing-overhead and guarantee that 

the algorithm 𝒰ℳ does not do more work than the other algorithms (and immediately stops after 

the first found solution). 

5.4.  Examples 

These are tests with specific handcrafted problems. 

5.4.1.  AlphaTest and AlphaTest1 

The problem and proximity relation for AlphaTest are 
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𝑃 = {𝑥 ≃? 𝑔(𝑎, 𝑏); 𝑥 ≃? ℎ(𝑎, 𝑏)} 

ℛ = {𝑎 ~0.1
∅  𝑏, 𝑓 ~0.9

𝐼𝑑  𝑔, 𝑓 ~0.9
{(1,2)(2,1)}

 ℎ, 𝑘 ~0.5
𝐼𝑑  𝑔, 𝑘 ~0.5

𝐼𝑑  ℎ} 

The problem and proximity relation for AlphaTest1 are 

𝑃 = {𝑥 ≃? 𝑔(𝑎, 𝑏); 𝑥 ≃? ℎ(𝑎, 𝑏)} 

ℛ = {𝑎 ~0.1
∅  𝑏, 𝑓 ~0.9

𝐼𝑑  𝑔, 𝑘 ~0.5
𝐼𝑑  𝑔, 𝑘 ~0.5

𝐼𝑑  ℎ} 

The only difference is the entry 𝑓 ~ ℎ which is removed from ℛ in AlphaTest1. For AlphaTest 

there are 8 solutions, 4 each for the symbols 𝑓 and 𝑘. The sub-terms of 𝑓 or 𝑘 are a combination 

of the two constants 𝑎 and 𝑏. Only the substitution 

{𝑥 ↦ 𝑘(𝑎, 𝑏)} 

has a degree of 0.5, all other substitutions have a degree of 0.1. Because the implementation of 

𝒰 and ℳ only compute the first solution, and because when the proximity relation is queried, the 

symbols are sorted by descending degree, 𝒰 and ℳ do not necessarily find the solution that is 

most proximal. Even 𝒰ℳ does not compute its solutions in order of degree of proximity, so the 

most proximal solution might not necessarily be the first generated solution, nor the second, and 

so on. In fact, the first 4 solutions found all have degree 0.1. This phenomenon does not occur 

with AlphaTest1.  

5.4.2.  UnificationExample and MatchingExample 

These two examples were taken from [7]. 

The problem and proximity relation for UnificationExample are: 

𝑃 = {𝑝(𝑥) ≃? 𝑞(𝑔(𝑢, 𝑦), ℎ(𝑧, 𝑢))} 

ℛ = {𝑝 ~0.7
{(1,1),(1,2)}

 𝑞, 𝑓 ~0.6
{(1,1),(2,2),(3,1)}

 𝑔, 𝑓 ~0.5
{(1,2),(2,1),(3,2)}

 ℎ, 𝑏 ~0.4
∅  𝑐} 

This test is only run with the algorithms 𝒰ℳ and 𝒰 because ℳ requires that the equations be 

matching equations. 

The problem and proximity relation for MatchingExample are: 

𝑃 = {𝑝(𝑥) ≲? 𝑞(𝑔(𝑎), ℎ(𝑐))} 

ℛ = {𝑝 ~0.7
{(1,1),(1,2)}

 𝑞, 𝑓 ~0.6
{(1,1)}

 𝑔, 𝑓 ~0.5
{(3,1)}

 ℎ, 𝑏 ~0.4
∅  𝑐} 

This test is only run with the algorithms 𝒰ℳ and ℳ because 𝒰 requires that ℛ be a 

correspondence. 

5.4.3.  UnificationTest 

The file UnificationTest contains several tests, each testing one of the rules in 𝒰 specifically. 

All tests are only run on 𝒰ℳ and 𝒰 for the same reasons as described above.  

TrivialTest: 

𝑃 = {𝑥 ≃? 𝑥} 

ℛ = ∅ 
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DecompositionTest: 

𝑃 = {𝑓(𝑎, 𝑏) ≃? 𝑔(𝑎, 𝑏, 𝑐)} 

ℛ = {𝑓 ~1.0
{(1,2),(2,3),(2,1)}

 𝑔, 𝑎 ~1.0
∅  𝑏, 𝑎 ~1.0

∅  𝑐, 𝑏 ~1.0
∅  𝑐} 

ClashTest: 

𝑃 = {𝑓(𝑎, 𝑏) ≃? 𝑔(𝑎, 𝑏, 𝑐)} 

ℛ = ∅ 

OrientTest: 

𝑃 = {𝑓(𝑧, 𝑦) ≃? 𝑥; 𝑔(𝑥) ≃? 𝑦} 

ℛ = ∅ 

OccurrenceCheckTest: 

𝑃 = {𝑥 ≃? 𝑓(𝑧, 𝑦); 𝑦 ≃? 𝑔(𝑥)} 

ℛ = ∅ 

VariableEliminationTest: 

𝑃 = {𝑥 ≃? 𝑓(𝑎, 𝑏); 𝑥 ≃? 𝑙(𝑎, 𝑏, 𝑐)} 

𝜌 = {(1,2), (2,3), (2,1)} 

ℛ = {𝑓 ~1.0
𝜌

 𝑔, 𝑓 ~0.9
𝜌

 ℎ, 𝑓 ~0.8
𝜌

 𝑘, 𝑙 ~1.0
𝐼𝑑  𝑘, 𝑎 ~1.0

∅  𝑏, 𝑎 ~1.0
∅  𝑐, 𝑏 ~1.0

∅  𝑐} 

5.4.4.  MatchingTest 

The file MatchingTest contains several tests, each testing one of the rules in ℳ specifically. All 

tests are only run on 𝒰ℳ and ℳ for the same reasons as described above.  

DecompositionTest: 

𝑀 = {𝑓(𝑎, 𝑏) ≾? 𝑔(𝑎, 𝑏, 𝑐)} 

ℛ = {𝑓 ~1.0
{(1,2),(2,3),(2,1)}

 𝑔, 𝑎 ~1.0
∅ 𝑏, 𝑎 ~1.0

∅  𝑐, 𝑏 ~1.0
∅ 𝑐} 

VariableEliminationTest: 

𝑀 = {𝑥 ≾? 𝑓(𝑎, 𝑏); 𝑥 ≾? 𝑙(𝑎, 𝑏, 𝑐)} 

𝜌 = {(1,2), (2,3), (2,1)} 

ℛ = {𝑓 ~1.0
𝜌

 𝑔, 𝑓 ~0.9
𝜌

 ℎ, 𝑓 ~0.8
𝜌

 𝑘, 𝑙 ~1.0
𝐼𝑑  𝑘, 𝑎 ~1.0

∅  𝑏, 𝑎 ~1.0
∅  𝑐, 𝑏 ~1.0

∅  𝑐} 

MergingTest: 

𝑀 = {𝑥 ≾? 𝑓(𝑎); 𝑥 ≾? 𝑔(𝑎)) 

ℛ = {𝑓 ~1.0
𝐼𝑑  𝑔} 

ClashTest: 

𝑀 = {𝑓(𝑎, 𝑏) ≾? 𝑔(𝑎, 𝑏, 𝑐)} 

ℛ = ∅ 

InconsistencyTest: 
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𝑀 = {𝑥 ≾? 𝑓(𝑎); 𝑥 ≾? 𝑔(𝑏)) 

ℛ = {𝑓 ~1.0
𝐼𝑑  𝑔} 

5.5.  NVariableEliminationTest  

These tests try to solve 𝑁 variable-elimination equations. In addition, the tests do multiple 

iterations using different 𝑁. Each test does up to 20 iterations. For each iteration 0 < 𝑛 ≤ 20, the 

test generates 𝑁 = 100𝑛 variable-elimination equations.  

Version 1 

This class tests the algorithms on the time it takes to solve 𝑁 variable elimination equations sharing 

a variable. The test does several iterations with different 𝑁 and uses 0 < 𝑖 ≤ 𝑁 symbols 𝑎𝑖 which 

are all proximal to a symbol 𝑐. The test also uses decoy symbols 𝑏𝑖𝑗
 with 0 ≤ 𝑗 < 𝑀 and 𝑀 = 1000. 

Each symbol 𝑎𝑖 has 𝑀 symbols 𝑏𝑖𝑗
 that are proximal to 𝑎𝑖 and to 𝑎𝑖 only. The „correct“ symbol for 

solving this problem is 𝑐. When sorting proximal symbols, the „decoy symbols“ will always be 

ranked before 𝑐 because they have a higher degree.  

𝑃 = {𝑥 ≃? 𝑎𝑖 ∣  0 < 𝑖 ≤ 𝑁} 

ℛ = {𝑎𝑖 ~0.9
∅  𝑐 ∣  0 < 𝑖 ≤ 𝑁} ∪ ⋃ {𝑎𝑖 ~0.95

∅  𝑏𝑖𝑗
∣  0 < 𝑗 ≤ 𝑀}

0<𝑖≤𝑁

 

 

We also use the measure of “number of explored equations”. In the algorithms 𝒰 and ℳ that 

number is equal to the number of rule applications. To allow comparability with the algorithm 

𝒰ℳ which can resolve multiple equations per rule application, the number of explored equations 

is used which is the number of equations resolved through rule applications.  

The number of equations explored by each algorithm is the following given 𝑁 symbols and 𝑁 

(initial) variable-elimination-equations: 

𝒰ℳ: 𝑁 

𝒰: 𝑁 + 4 

ℳ: 3𝑁 + 6 (where 100 ≤ 𝑁 ≤ 500) 
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The algorithm ℳ times out (after 10 seconds) starting with 𝑁 = 600. 

 

 

Version 2 extending Version 1 

In this version, the „decoy symbols“ 𝑏𝑖𝑗
 are of two types: those that are unique to the symbol 𝑎𝑖 – 

now called 𝑑𝑖𝑗
, and those that are shared among more than one 𝑎𝑖 – now called 𝑏𝑗. This means 

that when 𝒰ℳ computes the intersection, more computation time will be needed to compute 𝕊. 𝑀 

is the maximum number of “shared symbols”.  

𝑀 = 1000  

𝑃 = {𝑥 ≃? 𝑎𝑖 ∣  0 < 𝑖 ≤ 𝑁} 

ℛ = {𝑎𝑖  ~0.9
∅  𝑐 ∣  0 < 𝑖 ≤ 𝑁} ∪ ⋃ {𝑎𝑖 ~0.95

∅  𝑏𝑗 ∣ 0 < 𝑗 ≤ min(𝑖 − 1, 𝑀)}

1<𝑖≤𝑁

 

∪ ⋃ {𝑎𝑖 ~0.95
∅  𝑑𝑖𝑗

∣ min(𝑖 − 1, 𝑀) < 𝑗 ≤ 𝑀}

0<𝑖≤𝑁

 

 

The number of equations explored by each algorithm can be seen in the table above given 𝑁 

symbols and 𝑁 (initial) variable-elimination-equations: 

N 𝓤𝓜 𝓤 𝓜 N 𝓤𝓜 𝓤 𝓜 

100 100 228 12040 1100 1100 8728 Timeout 

200 200 1229 67989 1200 1200 9810 Timeout 

300 300 1888 202026 1300 1300 10571 Timeout 

400 400 3052 Timeout 1400 1400 11328 Timeout 

500 500 4828 Timeout 1500 1500 12044 Timeout 

600 600 5469 Timeout 1600 1600 11753 Timeout 

700 700 6417 Timeout 1700 1700 11420 Timeout 

800 800 7044 Timeout 1800 1800 11654 Timeout 

900 900 8851 Timeout 1900 1900 12027 Timeout 

1000 1000 8227 Timeout 2000 2000 12700 Timeout 
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This table shows that 𝒰ℳ does not generate any additional equations while the other two 

algorithms do generate additional equations.  

Version 3 extending Version 2 (and therefore Version 1) 

In this version, many of the constants are replaced with non-variable terms to fill them with 𝐵 = 10 

sub-terms (that are all perfectly unifiable with other non-variable terms). This should lead to even 

greater differences between 𝒰ℳ and the other algorithms because 𝒰 and ℳ will have to do more 

unnecessary work. The symbols 𝑓𝑖 and the “shared decoy symbols” 𝑔𝑗 have arity 𝐵. The symbols 

ℎ𝑖𝑗
 have arity 1. The symbol 𝑓1 is not proximal to any decoy symbol 𝑔𝑗. This guarantees that the 

“shared symbols” are not shared by every 𝑓𝑖. Different 𝑎𝑖 are used so that during decomposition, 

multiple (different) equations are created. The “correct” solution is still to find that 𝑐 is proximal to 

all 𝑓𝑖. 

𝑃 = {𝑥 ≃? 𝑓𝑖(𝑎1, … , 𝑎𝐵) ∣  0 < 𝑖 ≤ 𝑁} 

𝜌 = {(𝑖, 1) ∣ 0 < 𝑖 ≤ 𝐵} 

ℛ = {𝑓𝑖 ~0.9
∅  𝑐 ∣  0 < 𝑖 ≤ 𝑁} 

∪ ⋃ {𝑓𝑖 ~0.98
𝐼𝑑  𝑔𝑗 ∣ 0 < 𝑗 ≤ min(𝑖 − 1, 𝑀)}

1<𝑖≤𝑁

 

∪ ⋃ {𝑓𝑖 ~0.95
𝜌

 ℎ𝑖𝑗
∣ min(𝑖 − 1, 𝑀) < 𝑗 ≤ 𝑀}

0<𝑖≤𝑁

 

∪ {𝑎𝑖 ~1.0
∅  𝑎𝑗 ∣  0 < 𝑖 ≤ 𝑁, 𝑖 < 𝑗 ≤ 𝑁} 
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The number of equations explored by each algorithm is the following given 𝑁 symbols and 𝑁 

(initial) variable-elimination-equations: 

N 𝓤𝓜 𝓤 𝓜 N 𝓤𝓜 𝓤 𝓜 

100 110 9043 Timeout 1100 1110 37876 Timeout 

200 210 5584 Timeout 1200 1210 33990 Timeout 

300 310 17581 Timeout 1300 1310 35676 Timeout 

400 410 20429 Timeout 1400 1410 77040 Timeout 

500 510 30005 Timeout 1500 1510 91915 Timeout 

600 610 28371 Timeout 1600 1610 94910 Timeout 

700 710 19039 Timeout 1700 1710 66724 Timeout 

800 810 21613 Timeout 1800 1810 62443 Timeout 

900 910 28828 Timeout 1900 1910 71274 Timeout 

1000 1010 32728 Timeout 2000 2010 74355 Timeout 

5.6.  CorrectnessTest 

These tests create a random problem that is always solvable. Through the TestSuite interface 

the resulting substitutions are tested for correctness. The method expectedOutcome from 

TestSuite is overridden to alert if any of the runs did not return the expected result. All tests ran 

successfully. 

The test uses variables 𝑥𝑖 (0 ≤ 𝑖 < 5), constants 𝑎𝑗 (0 ≤ 𝑗 ≤ 5), and function symbols 𝑓𝑘 (0 ≤ 𝑘 <

5). The 𝑓𝑘 all have arity 3. The constants 𝑎𝑗 are all proximal to each other with degree 1.  

The method generateTerms(variables, constants, symbols, amount, maxDepth, 

isGround, alpha) generates a list of random terms. For each term generated, if the maximum 

depth is 0, a term of depth 0 is created (a variable or a constant). Otherwise, with a certain 

probability 𝑝, the term generated is also of depth 0. In all other cases, a random function symbol 

from symbols is chosen and recursively populated with sub-terms (with an updated maxDepth 

field).  

The probability 𝑝 is computed as 
1

(𝑚𝑎𝑥𝐷𝑒𝑝𝑡ℎ+1)𝑎𝑙𝑝ℎ𝑎. 

Because the CorrectnessTests create random problems, it makes sense to do multiple iterations 

by passing a value other than 1 to the method test(n, lambda). 

Version 1 

The term 𝑠 is a randomly generated term with no constants and only variables. The maximum 

depth is 3 and the value 𝛼 is set to 0.9. A substitution 𝜎 is populated with one mapping {𝑥𝑖 ↦ 𝑟𝑖} 

per variable. The 𝑟𝑖 are also randomly generated terms that are ground, have a maximum depth 

of 2, and a value 𝛼 = 0.8. The term 𝑡 is defined as 𝑡 = 𝑠𝜎 and the final problem is 𝑠 ≃? 𝑡.  

Version 2 (extending Version 1) 

This version introduces a constant 𝑐. 50% of the edges between the 𝑓𝑘 are added to the proximity 

relation with a degree of 0.9 and an argument relation that is the identity relation without the first 

tuple, i.e. the first argument in each 𝑓𝑗 is not mapped to any position in another symbol. This means 
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that the argument relation is not a correspondence and that the problem must therefore be a 

matching problem (note, that the problem in version 1 already is a matching problem anyway).  

The term 𝑠 is a randomly generated term with no constants and only variables with a maximum 

depth of 3 and the value 𝛼 = 0.6. Then, the 𝑟𝑖 are created similarly to version 1, but with 𝛼 = 0.6 

and the right-hand-side of the mappings being ground. The term 𝑡 is also created the same way 

as in version 1. Then, a term 𝑡1 is created which is proximal to 𝑡, i.e. all occurrences of function 

symbols are replaced by another proximal symbol (if there is one). In 𝑡1 the first argument in each 

non-variable-term – if there is another symbol proximal to its head – is the constant 𝑐. This can 

only be done if the encountered head has proximal symbols, otherwise the two symbols would be 

proximal by default with the identity relation instead of our custom argument relation. This confirms 

that the argument relation is used correctly. Because 𝑐 is not proximal to anything, the algorithm 

only succeeds if 𝑐 is never unified with anything. The problem which is generated and passed to 

the algorithm is 𝑠 ≃? 𝑡1 

Version 3 (extending Version 2 and therefore Version 1) 

This version introduces a constant 𝑏. 

These randomly generated problems are not unifiable (signified by overriding the method 

expectedOutcome()).  

𝑡1 is calculated just the way it was calculated in version 2. But then, another term 𝑡2 is generated 

which is not proximal to 𝑡1 at its maximum depth. For this, the maximum depth of 𝑡1 need to be 

first computed. Then, a term that is non-proximal is generated. The term 𝑡1 is ground and the 

deepest symbols are the constants 𝑎𝑖 (and 𝑐). So – in a recursion – when the depth has reached 

0, the constant 𝑏 is returned instead of the original 𝑎𝑖. 𝑏 is not proximal to anything. The final 

problem is 𝑠 ≃? 𝑡1; 𝑠 ≃? 𝑡2. The problem is not unifiable because 𝑡1 and 𝑡2 can never be proximal, 

which will lead to a clash at the maximum depth. 

Version 4 (extending Version 3, and so on) 

This test is also producing unsolvable problems due to occurrence cycles. Therefore, the test is 

only run on the two algorithms 𝒰ℳ and 𝒰 because the problem is not a matching problem.  

A second set of variables 𝑦𝑖 is introduced. There are 5 of them as well. The terms 𝑠 and 𝑡 are 

generated just like in version 1 (i.e. with 𝛼 = 0.9). The terms 𝑟𝑖 are also generated similar to version 

1 (with 𝛼 = 0.8). These 𝑟𝑖 are not ground, in fact they do not contain constants, only variables 

(chosen from 𝑦𝑖). Their maximum depth is also 1, but instead of only computing one 𝑟𝑖 several are 

computed and wrapped inside a function. This guarantees that the mapings have a mimimum 

depth of 1 (and a maximum depth of 2). This in turn guarantees that the term 𝑡 has at least depth 

1, 𝑡 is guaranteed to not be a single variable, and the equation generated is not a variable-only-

equation. The first equation in the problem is 𝑠 ≃? 𝑡. Then, 5 equations are added: in each iteration 

a variable 𝑧 is chosen that appears on the right-hand-side of the last equation added and a new 

equation 𝑧 ≃? 𝑦𝑖 is added where 𝑦𝑖 is randomly chosen. For the first variable-only-equation that is 

added in that way, the last variable appearing in 𝑡 is chosen, so that the occurrence check occurs 

as late as possible. In the end, an equation 𝑧𝑙𝑎𝑠𝑡 ≃? 𝑥𝑖 is added for each variable 𝑥𝑖 that occurs in 

𝑠 because we do not know which variable in 𝑠 will be on the left-hand-side of the variable 

elimination equation that triggers the occurrence cycle check. 
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5.7.  ExponentialTest 

ExponentialTest creates the following problem [2] (and an empty proximity relation) for 0 < 𝑛 ≤

15: 

ℎ(𝑥1, 𝑥2, … , 𝑥𝑛, 𝑓(𝑦0, 𝑦0), 𝑓(𝑦1, 𝑦1), … , 𝑓(𝑦𝑛−1, 𝑦𝑛−1), 𝑦𝑛) 

≃? ℎ(𝑓(𝑥0, 𝑥0), 𝑓(𝑥1, 𝑥1), … , 𝑓(𝑥𝑛−1, 𝑥𝑛−1), 𝑦1, 𝑦2, … , 𝑦𝑛 , 𝑥𝑛) 

There are 𝑛 + 1 variables 𝑥𝑗 and 𝑦𝑗 with 0 ≤ 𝑗 ≤ 𝑛 

These test can only be used to test 𝒰 and 𝒰ℳ. Both tests are seen to time out at around the 

same iteration. 𝒰 seems to be slightly more efficient. 

 

5.8.  ConstantUnificationTest 

This test is taken from [5]. The test iterates through 1 ≤ 𝑛 ≤ 30. For each 𝑛, the number of symbols 

𝑚 is 100𝑛. The symbols used are the function symbol 𝑓 with arity 𝑚 − 1, and the constants 𝑐𝑖 with 

0 < 𝑖 ≤ 𝑚. The constants are all proximal to each other with degree 1. The problem created is  

𝑓(𝑐1, … , 𝑐𝑚−1) ≃? 𝑓(𝑐2, … , 𝑐𝑚) 

As with the other tests, 𝒰ℳ is faster than the other two. We unfortunately cannot explain the 

reason for the spikes in the other two algorithm’s runtimes.  
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6.  Conclusion and Further Work 

The test results suggest that the algorithm 𝒰ℳ performs best on most of the problems that were 

tested.  

Despite matching algorithms usually being more efficient, in this implementation it is seen to 

perform the worst. A large part of the runtime is used for generating the proximity class 𝑝𝑐(𝑡) of a 

term 𝑡. There are several possibilities of optimization there such as reducing the generation of 

duplicate or incorrect results as described earlier. Another optimization idea would be to consider 

the Seen-set 𝑆 of a matching configuration – in many test cases it could be observed that 

generated terms often lead to immediate failure in the next step due to inconsistency. Therefore, 

if one could query the Seen-set while generating proximal term, one could prune “bad” terms 

earlier. The exact extent and reasons of inefficiency in the matching algorithm can unfortunately 

not yet be explained by us.  

It should be considered that while the test interface can confirm positive results, i.e. confirm that 

a found substitution is indeed correct, it cannot confirm a negative result. In addition, the above 

tests only use the minimum t-norm. It is imperative to test correctness and performance on other 

t-norms as well and to test different choices for 𝑓𝜆. Similarly, the problems used in the tests are 

very limited and only cover a small range of possible problem structures. Finally, the two 

implementations of the occurrence cycle should be tested in further tests with very large problems 

and occurrence graphs.  

The current implementation does not allow for two symbols to be proximal in different ways. The 

possibility for two symbols to be proximal with a different degree – depending on the argument 

relation – is very interesting and could possibly allow for modelling equational theories using 

proximity relations. Currently, if the user defines multiple proximities between the same pair of 

symbols, only the first one is retained, while the others are silently ignored. If one chose to 

implement the possibility of multiple proximities between the same symbols, it is also important to 

note that this would cause branching during the decomposition rule. It is unclear if the performance 

advantage of 𝒰ℳ would “survive” such a change in the algorithm. 

Finally, the data representation of terms and substitutions is implemented in a very straight-

forward way. A more efficient data representation might exist.   
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